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ABSTRACT 
In this research proposal, we suggest a methodology for 
finding, suggesting and validating new links between data 
sets in the LOD Cloud. We aim to find these new links by 
matching identifying terms derived from RDF triples to 
synsets in WordNet, making use of the linguistic relations 
defined in this large lexical database. We will start with a 
short introduction on the LOD Cloud. We will then state 
the problem for which we propose this solution, take a brief 
look at other approaches and present our solution in detail. 
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INTRODUCTION 
Linked Open Data (LOD) is data that is openly available 
on the internet in a machine readable form, and linked to 
other data using Resource Description Framework (RDF) 
triples. An RDF triple is simple data relation consisting of a 
subject, a predicate and an object, e.g. banana – is of type – 
fruit. These concepts are represented by Uniform Resource 
Identifiers (URIs), which effectively are addresses on the 
internet that can be inked or resolved using http. A bundle 
of interconnected triples together form an RDF Graph, or 
LOD Data source. More and more of these data sources are 
being linked together using RDF triples, and together they 
form the LOD Cloud. The LOD Cloud has grown rapidly 
in the past years. It has grown form only a few data sources 
in 2006 to more than 300 data sources at the end of 2011, 
which together contain more than 30 billion triples [1]. 

 
Fig. 1. The LOD Cloud as of September 2011[2] 

 

With the amount of data available in the LOD Cloud grow-
ing rapidly, the value of the LOD Cloud increases; the 
combination of all this data beholds potential for creating 
numerous applications that deal with various problems and 
questions. For this value to be present the links between 
data sources are crucial; without them they would just be 
separate data sources and there would be no LOD Cloud. 
Hence, to maximize the potential of the LOD Cloud, data 
sources need to be connected to each other in every mean-
ingful way possible.  

PROBLEM STATEMENT 
Though at first glance it may seem as if there are many 
connections between data sources in the LOD Cloud, a 
more detailed look at the diagram (Fig. 1) [2] will show 
that most data sources are connected to only one or two 
other data sources. This also follows from the LOD Cloud 
statistics [1]: Fig. 2 shows that more than 50% of the data 
sources in the LOD Cloud link to no more than two other 
sources, and more than 66% of them link to no more than 
three other sources.  
 

 
Fig. 2. The number of data sets that link to 1, 2, 3, 4, 5, 6 to 10 or 

more than 10 other data sets [1] 
 

Furthermore, Guéret et al. (2010) [3] have found that “The 
vast majority of triples on the Web of Data do not contrib-
ute to it being a web, but instead point to literals or blank 
nodes, or refer only to URIs internal to the same dataset. 
This concerns as much as 80% of all triples.” They also 
looked at the infrastructure of the LOD Cloud and found 
that almost all connectivity is mediated by just three servers 
(xmlns.com, dbpedia.org and purl.org), making the system 
very brittle. 



Some data sources do have a large number of links with 
other data sets. These sources are called ‘hubs’. Bizer, 
Heath & Berners-Lee (2009) [4] define hubs as “[...] data 
sets [that] provide URIs and RDF descriptions for many 
common entities or concepts, [that] are frequently refer-
enced in other more specialised data sets and have there-
fore developed into hubs to which an increasing number of 
other data sets are connected.” Using these hubs, paths can 
be found between data sources that are not directly con-
nected. Using a tool by Guéret [5] and a longest path algo-
rithm we developed, we found that the longest path be-
tween data sources is currently 26 nodes long. However, 
the links used to calculate this path only indicate that there 
is at least some link between two data sources. It does not 
mean that there are links on data items that are relevant 
enough to actually use such a path in an application. For 
example, a data source could link to another using the triple 
‘banana – is type of – fruit’, while that data source links to 
a third source on a completely different subject such as 
‘Jupiter – is a – planet’.   
Most existing links in the LOD Cloud were imported from 
the original data source, were generated using a mapping 
process set up by domain experts, or were created manu-
ally. With the enormous amount of data available in the 
LOD Cloud and the relatively sparse amount of links be-
tween data sets, it is inevitable that there are numerous ad-
ditional links that could be made between data sources; 
Additional links that would create significant additional 
usability and value for the LOD Cloud. The big question, 
however, is how to find these relevant unlinked data items. 

BRIEF LOOK AT OTHER APPROACHES 
There are several reasons for the absence of links in the 
LOD Cloud; links that could potentially exist. Links are 
missing because they simple weren’t present in the original 
data sets, because the data sets were created using a differ-
ent ontology as basis, or because subject, predicate or ob-
ject names differ in such a way that automated mapping 
scripts could not relate them. Several other research pro-
jects focus on enhancing the LOD Cloud by finding addi-
tional links, using a variety of approaches. 
Raimond et al. (2008) [6] have used a graph matching algo-
rithm to discover new links between data sets. This algo-
rithm takes into account the similarity of the resources 
themselves but also the similarity of their neighbours. They 
conclude that “Its main advantages are to provide a best-
effort mapping, without any need for a learning step (for 
which we would have to manually interlink some re-
sources)”.  
Another approach is Ontology alignment. With ontology 
alignment, the goal is to map data sets that use different 
predicate or concept names to one central top level ontol-
ogy. For example, Damova et al. (2010) [7] describe the 
mapping of central LOD ontologies to the PROTON1 up-
per level ontology. They state that “Techniques of [...] add-
                                                                                                                                 
1 http://proton.semanticweb.org/  

ing new instances with inference rules [...] are employed. 
They succeed to align ontologies designed according to 
different principles”.  
A completely different approach is taken by Isele et al. 
(2010) [8]. They present a component for identity resolu-
tion called ‘Silk Server’ that can be used within linked data 
applications. According to Isele et al. “Silk Server matches 
the RDF descriptions of incoming instances against a local 
set of known instances and discovers missing links be-
tween them.” 

PROPOSED IDEA 
Now that we have looked at other approaches to enhance 
the LOD Cloud, we will propose a new idea for the mining 
of additional links in the LOD Cloud. Our solution sug-
gests the use of WordNet2 as a semantic and relational 
knowledge base to analyse the subjects, predicates and ob-
jects of existing triples in the LOD Cloud and propose new 
links between data items based on the linguistic relations 
defined in WordNet. WordNet is a large lexical database. 
Nouns, verbs, adjectives and adverbs are grouped into sets 
of cognitive synonyms called synsets, each expressing a 
distinct concept. Synsets are interlinked by means of con-
ceptual-semantic and lexical relations. 
WordNet contains three major relation types that could be 
used for mining new links in the LOD Cloud: 
• Synonymy relations; relations between words that 

have a similar meaning, e.g. ‘forest’ is synonymous 
to ‘wood’. These words are grouped together in the 
so called ‘synsets’. 

• Hyponymy relations; relations that define a hierar-
chy between words that are sub concepts or super 
concepts of each other, e.g. ‘taxi’ is a sub concept of 
‘car’, which in turn is a sub concept of ‘vehicle’. 

• Meronymy relations; relations that define if words 
are part of another word, e.g. ‘bumper’ is a part of 
‘car’. 

The linguistic relations in WordNet behold a great amount 
of knowledge about the world around us. They can tell us 
which concepts may belong together based on synonymy, 
hyponymy or meronymy. We propose to employ this 
knowledge to match unlinked data items in the LOD Cloud 
using identifying terms derived from existing triples. These 
identifying terms will be compared against WordNet for 
linguistic relations. New links between previously unlinked 
data items could be defined in the following ways:  
• Synonymy relations in WordNet could be used to 

define new links between data items in the LOD 
Cloud that are synonymous. These could be links 
with predicates such as ‘equivalent’, ‘sameAs’ and 
so on. Thought this might not seem very useful be-
cause linking the same concepts hardly provides any 
information, this also means that all existing links 

 
2 http://wordnet.princeton.edu/  



for both concepts become interchangeable, adding a 
potentially great amount of retrievable data to both 
concepts. 

• Hyponymy relations in WordNet could be used to 
define new links between data items in the LOD 
Cloud with predicates such as ‘isA’, ‘isSub-
ConceptOf’, ‘isSuperConceptOf’, ‘isKindOf’, 
‘isOfType’ and so on. This could increase the 
amount of retrievable data because existing linked 
data of super concepts can be obtained for their sub 
concepts. 

• Meronymy relations in WordNet could be used to 
define new links between data items in the LOD 
Cloud with predicates such as ‘isPartOf’, ‘consist-
sOf’ and so on. This could increase the amount of 
retrievable data because existing linked data can be 
accessed via either the ‘part’ or the ‘whole’. 

The research hereby proposed will focus on finding the 
answer to three central questions: 

1. Can we build an algorithm that within reasonable 
limits of speed and performance is able to discover 
and suggest new links between data items in the 
LOD Cloud? 

2. Can we create a validation metric to determine the 
relevance of these new links? 

3. Is our approach able to significantly increase the 
amount of links between data items in the LOD 
Cloud?  

METHODOLOGY 
To find answers to the central research questions, we pro-
pose to implement an experimental version of the algorithm 
mentioned in the first question. This algorithm will try to 
suggest new links between data items in the LOD Cloud 
using the following procedure: 
• Given a set of starting triples, the algorithm will 

crawl the LOD Cloud by following all possible ex-
isting links, similar to the way search engines build 
up their search index. 

• An interpretation process will derive ‘identifying 
terms’ (IDTs) from the objects, predicates and sub-
jects of RDF triples. For example, predicates are of-
ten expressed using camel case (i.e. ‘postalCode’). 
This sub process will derive linguistically sound 
IDTs that can be used to compare against WordNet. 
Additional descriptive fields such as the RDF 
Schema fields ‘rdfs:label’ or ‘rdfs:comment’ might 
be used as secondary sources to derive IDTs. 

• A matching process will try to match derived IDTs 
width synsets in WordNet. 

• If a match can be made, a reference is stored that 
couples the triple in question to the matching synset 
in WordNet. 

• A search algorithm will search for paths between 
existing triples with a synset reference, to suggest 
new direct links using the relations between those 
synsets in WordNet. 

To separate valuable suggested links from invaluable sug-
gestions a validation metric has to be defined to determine 
the relevance of the suggested links. This metric could be 
based on information such as the distance in the hyponymy 
or meronymy relation, the matching percentage of the IDTs 
against WordNet (if inexact matching is performed) or the 
distance between the containing data sources in the LOD 
Cloud by measure of existing links.  
To create a practical application that can function inde-
pendent from the willingness of LOD publishers to add 
suggested links to their data sources, these new links can be 
stored as RDF triples in a separate controlled data source, 
including their relevance metric and validation status. This 
will especially be useful in an experimental situation such 
as the proposed research, where data publishers cannot be 
expected to add links found in an experimental setting.  
A practical application may also want to limit the crawl 
process used to find en derive new links to a specific do-
main. This can be done by limiting the number of data 
sources to be crawled. For this purpose an include or ex-
clude list can be used. In our research setting, this will be 
useful to maintain scalability during the experiment. 

RESULTS 
We expect to be able to implement an experimental version 
of the algorithm described in the methodology section that 
can be used to test our hypothesis. 
Because of the well designed structure of WordNet and the 
numerous relations it beholds, we expect to be able to find 
a significant amount of possible new links.  
Because of the cumulative effect of an increased number of 
links in the LOD Cloud, we expect an above linear growth 
in the amount of retrievable related data. 

DISCUSSION 
We have proposed an idea for enhancing the LOD Cloud 
by increasing the amount of links between data items using 
linguistic relations in WordNet. If the number of links be-
tween data items in the LOD Cloud can be increased sig-
nificantly using our theory, the LOD Cloud will benefit 
substantially and the potential for useful applications based 
on the LOD Cloud will rise. 
There are of course potential problems that could compro-
mise our theory. E.g., a crucial point is the performance of 
the validation metric. Without a proper metric we cannot 
determine the relevance of suggested links. If a robust vali-
dation metric proves to be impossible, the suggestion algo-
rithm could still be useful to suggest new links that will be 
the subject of human judgement, for example by domain 
experts or using crowdsourcing. 
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